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Testing Date: Performance resuts are basedontesting by Intelas of August 15, 2022 and may ot reflect all publicly avalzble updates

Configuration Details and Workload Setup: Intel® Xeen® Platinum 8360Y CPU @ 2.4GHz, 2 socket, Hyper Thread On, Turbo On, 256GB Hynix DDR4-3200, ucode 0x000363. GPU: Nvidia AI00 PCle 80GB GPU memory. Software: SYCL open
source/CLANG15.0.0, CUDA SDK 11.7 with NVIDIA-NVCC 117.64, cuMath 11.7, cuDNN 11.7, Ubuntu 22.04.1. SYCL open source/CLANG compiler switches: -fscyclHargets=nvptx64-nvidia-cuda, NVIDIA NVCC compiler switches: -O3 -gencode

arch=compute_80, code=sm_80. Represented workloads with Intel optimizations.
Performance results are based on testing as of dates shown in configurations and may not reflect all publicly available updates. See configuration disclosure for details. No product or component can be absolutely secure.

Performance varies by use, configuration, and other factors. Leam more at www Intel com/Performancelndex. Your costs and results may vary.
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"default selector’ is deprecated: Use the callable sycl::default selector v i ad.
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#include <CL/sycl.hpp>
#include <iostream>
#include <string>

using namespace sycl;

void output dev info( const device& dev, const std::string& selector name)

std::cout << selector name << “: Selected device: 7 <<
dev.get_info<info:7device::name>() << "¥n";
std::cout << " -> Device vendor: " <<
dev.get info<info::device::vendor>() << "¥n";}
- output_dev_info( device{ default selector v}, "default_selector" );
int ooy,
output dev info( device{ default selector{}}, "default selector" );
output dev info( device{ host selector{}}, "host selector" );
output dev info( device{ cpu selector{}}, "cpu selector" );
output dev info( device{ gpu selector{}}, "gpu selector" );
output dev info( device{ accelerator selector{}}, "accelerator selector" );

{

return O

7}

17
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my_cuda_routine() - T
; % E.di GPU

I * S

Run on Multiple Devices
Analyzers, Debuggers (Architecture/Vendor Agnostic)

nnnnn

LJ FPGA

vvvvv

AAAAA

Ture perDesired ¢ L
Architecture Performance 1 1-1 E Otheraccel

FRARENT7 TV —23>0iTa57% 7 TEdLDIC
XIEITD1VTAVAXY bR

1> )L® DPC++ EHEM4Y —)LIEA > T )L° oneAP!
R=ZY—=)LFVYRCEENSTVTILOER
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NVIDIA* GPU 3 &% AMD* GPU 13
Codeplay AVINIS5—-TS5T01>

125 I)L° oneAPI X—X-Y—)LFwv IC NVIDIA* GPU & AMD* GPU Y h— ~%&i:El

NVIDIA* GPU &0 AMD* GPU b3 oneAPI BxUR—k

e 1T I)L® DPC++/C++ OV )1 T — D&
DI\AF+U—=TZT+4>% Codeplay H\HHRY}
TH O O—RAJBE
« NVIDIA* GPU
. AMD* GPU (N—%)

e 17 )L® oneAPIX—X\Y—)LFwv kDU —
A& ERFICH] B eI &E

o« TSTAVIFIUFEEAZ &IC oneAPI EEHAL T
BHIND

o« AVF)L® DPC++/C++ V)M Z—ICXWT D

o 1VFTILDZIFTITF, Codeplay M R—F%

e W= 3D TSTTA/N\T I A EE

BREA VT ILOBIR TR — EDRBE D,
1> 7)., Codeplay, BEOFvRILHBIEN
THEAAEE

R

NVIDIA* GPU 7551~ (&EE)

AMD* GPU 7501~ (&3E

Codeplay @707 (%5E)

Codeplay D FLZAUYU—2X (#EE)


http://developer.codeplay.com/products/oneapi/nvidia/
http://developer.codeplay.com/products/oneapi/amd/
https://codeplay.com/portal/blogs/2022/12/16/bringing-nvidia-and-amd-support-to-oneapi.html
https://codeplay.com/portal/press-releases/2022/12/16/codeplay-announces-oneapi-for-nvidia-and-amd-gpu-hardware.html

oneAPI for NVIDIA*/AMD* GPU & (&

oneAPI for NVIDIA*/AMD* GPU (& FFEN DPC++/SYCL* #F|H L T oneAPI 77 71U —</3
VEERLL . F115% NVIDIA*/AMD* GPU FCEITTETAEDICT BT T )L® oneAPI Y —)L
Y hkEITOTSTA/TT

m oneAPI for NVIDIA*/AMD* GPU Z{EH T D&,

CUDA*/HIP Z#HR— 39 3d NVIDIA*/AMD* X— XD C++ SYCL* V—RXO—R
GPU S —T VW kICTB_ENTEET m i

\ _ 127 )L® oneAPl R—Z-W—)LF +
n COTSTAUIE AT ILC oneAPI DPC++/C++ 7o g

OV I\ 1M Z5—%=E50 BFO1>7)L° oneAPI Y —)L Ter s
FvhkEHBALT SYCL O—RZEEILRLEBEMED
hd NVIDIA*/AMD* GPU CTEITTCEET

oneAPI for NVIDIA*/AMD* GPU

t AMD* GPU @13 [ER—5 R T



VARV L T) VN1

Compiler LLVM-IR -0bj HW specific =

driver CLANG obt's gen Code-gen Host-path host
-~ F = : linker
— obj =
cpp .0bj, .lib

IFXFE be

— gei VRS R
inker -1 1" SPRIV -to-
90 SPRIV .obj offload-wrapper

Spv

Device-path

/ .bc

LLVM-IR “Byte Code”

FAT binary

Host: regular |A code
Device: Single SPIR-V
wrapped in .exe ‘data’ section

.exe

host-code

runtime

JIT compilfjr)y

linker

device-code

JIT compiler

HW
specific
Code-gen
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2N{ED{L#B >

NVIDIA* GPU 5K AMD* GPU ¥ —%5"w =D DPC++ MEEICIE 2 DOFEIVIRN—XRV EN
DNFET

1. LW<DON\Dclang++ 3V )\ A4S —DF51/\—/\wF

AV )\ AZ—RSAN—D/\FF F—T Vv RUT)LZE#RIL LLVM 70V 20 OBEFD CUDA* OV /15 —%
BALT. T/ M RAX—V %) RTET7TI3V U -9 & T, DPC++ 7OV I RHYNVIDIA* GPU [
DEN FZTEBDLDICLET

2. TUHALTSTAY

SUIALTZTAVIESYCL* S5 A LD NVIDIA* 75w kTA—LE AMD* 75w ~NIA—LEQOFRAIT1T AP (N
Z 1 CUDA* & HIP RS54 /\—) ZIFOHBELDICTDHDTI DPC++ IV /A5 —IF 0neAPl T4 ARUE2—/37D
SYCL* 551 LhEBERICU> T L NVIDIA* 75542 AMD* 7’77’(/73%']%?%51&5::\ S5 LN ENDOZIE

RUTEITLEYS



YiR—brENdTSVvETA—LA

COUU—=RIFORDT SV T A— L THRAFSHNTULVETY

GPU A B 2 7 GPU BEEFHDF <L — | CUDA*/ GPU
T—%F0Fw— | T4v5 - RFL | ROCm* | KFA 8-
NVIDIA* GeForce RTX* 2060 Turing® - sm_75 Ubuntu* 20.04.5 LTS 11.7 515.65.01
NVIDIA* AT100 (PCle*) 40GB Ampere - sm_80 Ubuntu* 20.04.4 LTS 11.7 515.86.01
AMD Radeon* Pro W6800 gfx1030 Ubuntu* 20.04.5 LTS 4.5.2 21.40.2.40502

ZOUU—X[EE75E NVIDIA* GPU/CUDA* & AMD*/HIP /\—2/ 3> CEIET BIE I I H', CodePlay &
SIS TUVVEWT SV R TDA—ATOIEBGENEARIETDEDTIEHDETA

Windows* £ oneAP| Tl3fERTEEFETAN Windows* @IFM/ Vo — (358 ) — Y E



oneAPI for NVIDIA* GPU Z{EH 3%
L

RO —)LFY &Y =LAV A =)L TuL\d &

1. Linux* @ C++ BAFY —)L®M cmake, gcc, g++, make L pkg-config
2. AT I)L® oneAPI X=XV —)LF v K 2023.0

3. NVIDIA* GPU RS54 /\—& CUDA* VI D7 - AT W7

4. oneAPI for NVIDIA* GPU =50 >0O—kFLTTI VA=)

009 =
[ ]

«iISUS
1) I



C++ HEY—ILD1V A=)

Ubuntu*

$ sudo apt update
$ sudo apt -y install cmake pkg-config build-essential

Red Hat* & Fedora*

$ which cmake pkg-config make gcc g++

$ sudo yum update /usr/bin/cmake

$ sudo yum -y install cmake pkgconfig /usr/bin/pkg-config

$ sudo yum groupinstall "Development Tools" /usr/bin/make
/usr/bin/gcc
/usr/bin/g++

SUSE*

S sudo zypper update
$ sudo zypper -—--non-interactive install cmake pkg-config
$ sudo zypper --non-interactive install pattern devel C C++

27



NVIDIA* GPU FZ51/\—& CUDA*Y T +DIx7 - A5V

"Linux* [@1F@D NVIDIA* CUDA* A VA —)L- A B (5558) OFIEICHEDT,NVIDIA* GPU RS
JIN\—& CUDA* YV T =07 AFY DAV AR—)LLET

https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.ntml (Z25&)

To use NVIDIA CUDA on your system, you will need the following installed:

CUDA-capable GPU
A supported version of Linux with a gcc compiler and toolchain
B 1. Introduction CUDA Toolkit (available at )

1 1 Svatem Rennirements



https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.html
https://docs.nvidia.com/cuda/cuda-installation-guide-linux/index.html

CUDA*WY—ILFVYIFDAF

)=
o e e

Operating System

Distribution
WSL-Ubuntu
Y-
installer Type

Download Installer for Linux Ubuntu 20.04 x86_64

The base installer is available for download below.

»Base Installer

Installation Instructions:

$ wget https://developer.download.nvidia.com/compute/cuda/12.@.1/local installers/cuda 12.06.1 525.85.12 linux.run
$ sudo sh cuda 12.©.1 525.85.12 linux.run

00 =
L]
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Wl



CUDA* YV—ILF¥Y D1V A=)

kiyo@kiyo-Virtual-Machine: ~

:~$ sudo sh cuda 12.0.1 525.85.12 linux.run

Driver: Installed
Toolkit: 1Installed in /usr/local/cuda-12.0/

Please make sure that

- PATH includes /usr/local/cuda-12.0/bin

- LD LIBRARY_PATH includes /usr/local/cuda-12.0/1ib64, or, add /usr/local/cud
a-12.0/1ib64 to /etc/ld.so.conf and run ldconfig as root

To uninstall the CUDA Toolkit, run cuda-uninstaller in Jusr/local/cuda-12.0/bin
To uninstall the NVIDIA Driver, run nvidia-uninstall
Logfile is /var/log/cuda-installer.log

19

PATH & LD_LIBRARY_PATH [C CUDA* Y — )L+ D1V A ~— )77 1E

30



oneAPI for NVIDIA* GPU Q1 VA +—5—%=5F o >r0O—F

https://developer.codeplay.com/products/oneapi/nvidia/download/ (32:E)

m CodePlay #£®M oneAPI for NVIDIA* GPU A VA —Z—DF DO O0— RS RI7 0%
AT BEA—T—Fix () KON BIGENHOET

m Yo O0—RR=JICHBEILIB AT IL® oneAPI Y —)LF v D/\—T 3Ty
N A—LABFEIRLET

m MAFFHICEAET S HESHREDTI VA N—2—NY 70— FenNET

oneapi-for-nvidia-gpus-2023.0.0-linux.sh

31


https://developer.codeplay.com/products/oneapi/nvidia/download/

oneAPI for NVIDIA* GPU D12 A=)

:14$ sudo ./oneapi-for-nvidia*.sh
oneAPI for NVIDIA GPUs 2023.0.0 installer
Found oneAPI DPC++/C++ Compiler 2023.0.0 in /opt/intel/oneapi/.

By installing this software, you accept the oneAPI for NVIDIA GPUs License Agree
ment.

The package will be installed in /opt/intel/oneap'l/
Y

* CUDA plugin library installed in /opt/intel/oneapi/compiler/2023.0.0/1inux/lib
&

* License installed in /opt/intel/oneapi/licensing/2023.0.0/.

* Documentation installed in /opt/intel/oneapi/compiler/2023.0.0/documentation/e
n/oneAPI for NVIDIA GPUs/.

Installation complete.

A>T )L® oneAPI Y —)LEFY DA VA=)V TSTA DAV A R—)LEAEESRL T
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’f Z I\ )L@&TEEEWB\

m DPC++ CUDA* TS T4 VDAV A— )L &R T BICIE, DPC++ D sycl-ls Y —)LzfEA LT,
SYCL* THJFH AJ 887 NVIDIA* GPU W & =R L KT

s NVIDIA* GPU "R TE 2155 sycl-ls DHDITROEDFBEHRNERRSNET

$ [ext oneapi cuda:gpu:0] NVIDIA CUDA BACKEND, TITAN RTX 0.0 [CUDA 11.0]

f+1 kiyo@Ubuntu-Z10PE-D8-WS: ~/57 X7 kv 7 [Tools

S sycl-1s

[opencl:acc:0] Intel(R) FPGA Emulation Platform for OpenCL(TM)

, Intel(R) FPGA Emulation Device 1.2 [2022.15.12.0.01_081451]
[opencl:cpu:1] Intel(R) OpenCL,

Intel(R) Xeon(R) CPU E5-2699 v4 @ 2.20GHz 3.0 [2022.15.12.0.01_081451]

[ext_oneapi_cuda:gpu:0] NVIDIA CUDA BACKEND, NVIDIA GeForce GTX 1060 6GB 0.6 [CUDA 12.0]
s []

WIS =
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A INTIVT BHIIC

m oneAP| for NVIDIA* GPU 757’\1’7%@%@’5[(5&’(\/7—‘»@ oneAP| X—X -V —)L
FvrCEMWEND bin-11vm T« LI RU—ICHD clang++ VA S—%FEHALET

m bin-11lvm [ET TAILET PATH ICERESNTULVELES, setvars.sh AT T RIC
——include-intel-11lvm A7>/3a>=EILT source LET

VAT LER

$ . /opt/intel/oneapi/setvars.sh --include-intel-11lvm
O—71)b

$ . ~/intel/oneapi/setvars.sh --include-intel-11lvm



H>7)3—FK

#include <sycl/sycl.hpp>
int main() {
// A= A—FRTEARTD 4 DO int Ny IT7—=/ER
sycl::buffer<sycl::cl int, 1> Buffer (4);
// sycLx Fa—%{ER
sycl::gqueue Queue;
/] D=FNDAYTYVIREETFAX
sycl::range<l> NumOfWorkItems{Buffer.size() };
/) FA-—ANDRVRIIN—T (D—0) &E&EE
Queue.submit ([&] (sycl::handler &cgh) {
/] TINAAEDNY T 7= \OESAHERT T —Z(FM
auto Accessor = Buffer.getiaccess<sycl::access::mode::write>(cgh);
/] D= EEST
cgh.parallel for<class FillBuffer>(
NumOfWorkItems, [=] (sycl::id<1> WIid) {
/] AVTVIRATINY T 7—%RHET
Accessor [WIid] =

(sycl::cl int)WIid.get(0);

b

/] RASEDINY T7— DB ERT7 It —= .

/) FA—DDV=IONRT T 20OEFHET SBRD/INUT

const auto HostAccessor = Buffer.get access<sycl::access::mode::read>();
/] EREFIVD

bool MismatchFound = false;

for (size t i = 0; 1 < Buffer.size(); ++1i) {
if (HostAccessor[I] != i) {
std::cout << "The result is incorrect for element: " << i
<< " , expected: " << 1 << " , got: " << HostAccessor[i]

<< std::endl;

MismatchFound = true;

}
if (!'MismatchFound) {
std::cout << "The results are correct!" << std::endl;

}

return MismatchFound;

36



PIUo—=3yzaVINTIL

S clang++ —-fsycl -fsycl-targets=nvptx64-nvidia-cuda simple.cpp -0 simple

+1 kiyo@kiyo-Virtual-Machine: ~/F X7 by Jfsycd Q = -

ptx64-nvidia-cuda simple.cpp

O

X

S clang++ -fsycl -fsycl-targets=nv

-0 simple

clang++: CUDA version is newer than the latest supported version 11.5

[ -Wunknown-cuda-version]

1V A—)lenciL\d CUDA* D/ \—

S []

2 3aVICEoTUF DL OGES

FIH, CNIFEBLTHNFRVEEA

ENTRRSNDZENHD
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BEGOAINAMT—ATay

m fsycl: C++ V=T 71)L%Z SYCL* E—RTOV/\AMILITBLDICTVI\1T—
ICIERLET . COTTTIFEBERIIC C++ 17 ZBRMICL . SYCL* T5 A1 L
A7 —%=8EcUVILEXRT

m -fsycl-targets=nvptx64-nvidia-cuda: NVIDIA* GPU #5—~ w & LT SYCL*
N—)I ) RTBCEZDV I\ A T—ICIERLET

Fle RO T7STEFRLTHED NVIDIA* 7—FFOFv—E 7D SYCL* 75—
RILEE)RTBDENTEETD

m -Xsycl-target-backend=nvptx64-nvidia-cuda --cuda-gpu-arch=sm_80




aAVINTILDE

m CUDA* WY —)LFy bV X =)L TLIIE, oneAPI for NVIDIA* GPU
T3040 NA VA R—=ILEeNTWVELTH CUDA* Y —T vy AT/ 3 0%
IBELTCOVI/INTILTEEY

BN Intel(r) oneAP| Tools _

C> nmake

Microsoft (R) Program Maintenance Utility Version 14.26. 28806. 0
Copyright (G) Microsoft Corporation. All rights reserved.

clang++ —fsycl| simple.cpp —o simple86. exe
clang++ —fsyc| —-fsycl-targets=nvptx64-nvidia—cuda -DCUDA simple.cpp —o0 simpleNV. exe
clang++: CUDA version is newer than the latest supported version 11.5 [-Wunknown-cuda-version]

EEElF Windows* 10 FRIZIC CUDA* W —)LFw k12,0 &1 25 )L° oneAPI Y — )L+ b
2023 DI AV A—)LLTIVIAILLISITT



IV —3 v REFT

m NVIDIA* 5 —5Fw @IFIC SYCL* 77U —3>vzd7 )\ ()LLieb, 55
A LHY SYCL* /N1 A& LT NVIDIA* GPU 2 ZBIRL CTL\N\ER T DB EMN
DOFT

m BE. T IAINEDTI\A AL DY —=FAT S F AP BER NVIDIA* GPU

D 1 DHNBIRSNET, LML IBBICEDTIE SYCL* 7 TUT =23V = EE
LT.GPUEL DS — WHRI AL — 723&&: KODIEMER SYCL* T /\1 Xtz

L O —ERET B EDHOET

DPC++ CUDA* 7504 > THIRN—katd CUDA* /N1 ADH%EFFA] I BIC
Et XRODJ:t)h_ ﬁgL/QEET

$ export SYCL DEVICE FILTER=cuda



BTk~

m J5vhTAa—AIC NVIDIA* GPU & CUDA* W —)LF Y N1V X =)L
TLBRIRIETIF, CUDA* =T v D)\ A FU—DEITZHIR TS X

BN Intel(r) oneAPI Tools

C> nmake run

Microsoft (R) Program Maintenance Utility Version 14.26. 28806. 0
Copyright (C) Microsoft Corporation. All rights reserved.

simple86
The results are correct!
simpleNV
No CUDA device found
No CUDA device found
No CUDA device found
No CUDA device found
EMAKE . fatal error U1077: ".¥simpleNV.EXE' : J&—> 33—k "0xc0000409
top.

FEEDAIF, &l E CUDA* /N1 ADHI =/ H+AATET—F7Z Windows* IRIFETEILFLT

EiTLiehlcy



7 I\ ZDEBI DB

DPC++ OV /X145 —I[& oneAPI T« ARUE 2—2/3>D SYCL* VUL LAEBERICUTL,
NVIDIA* TS50 423 AMD* 7S04 VDRI TEDIHE. T /51T LANZENSZEIRLTET
LEXT7TIT—3VMSYCL* T INARE LI —=ZFATDE L TDEDIC NVIDIA*
(EXTzlE AMD*) T /I\A RZEIRTEERT

auto CUDASelector = [](sycl::device const &dev) {

if (dev.get platform().get backend() == sycl::backend::ext oneapi cuda) {
std::cout << " CUDA device found " << std::endl;
irn 1;

sycl::queue myQueue{CUDASelector};

CUDA* T /I\A At NBdE X v z—I %K RT S CUDA* T/I\A AL U5 —Dhl,
CUDA* T /\A ZAMB DML E SYCL Fa—[FT5—ZAO0—LFET

009 =
[ ]

SUS -
D) i



ETHER

=1 kiyo@Ubuntu-Z10PE-D8-WS: ~/5 X 2 I« 7 fTools

S make
clang++ -fsycl simple.cpp -o simpleB6

clang++ -fsycl -fsycl-targets=nvptx64-nvidia-cuda -D CUDA simple.cpp -0 simpleNV

clang++: CUDA version is newer than the latest supported version 11.5 [-Wunknown-cuda-version]

S make run

.[simples6

The results are correct!
./simpleNV

CUDA device found

The results are correct!

s |

Ubuntu 22.04 (-1>/7)L® Xeon® E5-2699 v4 + Nvidia GeForce GTX 1060
(Pascal 24 sm 61 7 —FF 0 Fv—)) IRIETEIT




SYCL* 77U —/a>yvnFiI\vy

SYCL* 7 7UT =23V ORARI—RIE C++ 7 TUT—2/32e LT /NI T
SFEINA—RILT NNV IT DY R—bOY—)UE F—=T v T /A RICEOTE
RS EEMEMNHOERT

1> 7LD OpenCL* CPU TI\TATHOT/I\vST

n (25 )LO OpenCL* CPU F/\A R&EFA LI DPC++ 7 FUS—2 3V D7 \w I IZDL T,
T2 F)L° oneAPI 7O0 S =20 -4 FyDTDPC++ & OpenMP* AT O—RTOTADT
[\ \DEESRLTL<IZSL)

CUDA* F)\wH—ICKBDFT/\vY

m CUDA*YW—)L=Fw ICIE, CUDA* 77 71U —2/3>@ NVIDIA* GPU B—RILD T/ \w T %
TR—Fd 3 cuda-gdb 7/ \wH—DNELTLWET
cuda-gdb (&, DPC++ ext_oneapi cuda /\woO TV RFREICOV/\AMILNc—RILD
TI\WIICHERATEERT



https://jp.xlsoft.com/documents/intel/oneapi/download/programming-guide.pdf#page=151
https://jp.xlsoft.com/documents/intel/oneapi/download/programming-guide.pdf#page=151

SIS a—FT1 T EEDORIRE (1)

CUDA* T /)\A ADEFH 1L TULVRULIRIZE T, oneAPI for NVIDIA* GPU THER L TZ
JNAFU—%RITI DL IRENBETICKBLET

M kiyo@kiyo-Virtual-Machine: ~/F X2 kv Ffsycd Q = 5 \/ 9 /]/_ZA T 5 —_6 ‘é:fd: <
\
: $ ./simple 70 = ~ —
terminate called after throwmg an instance of 'sycl:: V1::runtime_error' 7 IJ 7 /3 /—67/ \41%
what(): Native API failed. Native API returns: -42 (PI ERROR INVALID BINARY)

-42 (PI_ERROR_INVALID BINARY) ' - - - EXEI%/DJU L/_CI - — )( v T—: \\7&“_:
Aborted (core dumped) —_ _ .
s [ RRITDEDHTEFY

M~ kiyo@kiyo-Virtual-Machine: ~/F X7 by Ffsyed Q =

S icpx simple.cpp -fsycl -o simple86

S ./simple86

The results are correct!

S clang++ -fsycl -fsycl-targets=nvptx64-nvidia-cuda simple.cpp -o simpleNV
clang++: CUDA version is newer than the latest supported version 11.5

[ -Wunknown-cuda-version]
S ./simpleNV
terminate called after throwing an instance of 'sycl:: Vi::runtime_error'
what(): Native API failed. Native API returns: -42 (PI_ERROR_INVALID BINARY)
-42 (PI_ERROR_INVALID_BINARY)
Aborted (core dumped)
s [
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SIS a—FT1 T EEDORIRE (2)

RED/\—2/3 7D icpx ITIE NVIDIA* Ffzld AMD* =2 w ~@IFIc 3> /1)L
I BRICEAMDOBEN DD RO S —NH/IET

$ make simple_ NV

icpx -fsycl -fsycl-targets=nvptx64-nvidia-cuda simple_cpp -o simpleNV

icpx: CUDA version is newer than the latest supported version 11.5 [-Wunknown-cuda-version]
LLVM ERROR: Bitcode output disabled because proprietary optimizations have been performed.

make: *** [makefile:12: simple_NV] Error 1

LLVM ERROR: Bitcode output disabled because proprietary optimizations have been
performed.

NIFRDOIY—ATIEBIESNDFECITH . ZNETIE NVIDIA* £fzld AMD* GPU =5 —4" v
ETBIBE . ICpx ET T 7AILORNODIC, COHARTHRASNTLSD clang++ E7 777 Z2E
BERLET
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ST a—F1 T BEHOORERE (3)

sycl-ls DEAICT/INA ANRRSNGELN

1. VAT AICHEBMEDOHD/\—3 >0 CUDA* £zl ROCm* W —)LF vk (F1NZ 11 CUDA* &
HIP 7= 04> [a3) BELOEEEDH D RSA/IN\—N1 VA R—)LSNTND AR LET
2. nvidia-smi E/zld rocm-smi T /I\A A= IE LR T D& xaERLET
3. TS0A4 N ELLO—REINTVWBRZEZMERBLET
CHUF BB SYCL PI_TRACE IC 1 #BEL T sycl-ls #BEETT I THNDET

$ SYCL PI TRACE=1
$ sycl-1s

SYCL PI TRACE[basic]: Plugin found and successfully loaded: libpi opencl.so [
PluginVersion: 11.15.1 ]

SYCL PI TRACE [basic]: Plugin found and successfully loaded: libpi level zero.so [
PluginVersion: 11.15.1 ]

SYCL PI TRACE [basic]: Plugin found and successfully loaded: libpi cuda.so [
PluginVersion: 11.15.1 ]

[ext_oneapi_cuda:gpu:O] NVIDIA CUDA BACKEND, NVIDIA A100-PCIE-40GB 0.0 [CUDA 11.7]



FSTNWNDa—F1V T EBHIDORRE (3) #57=&E -

m CUDA* 7504 >/ICI&, CUDA* SDK TS 1B libcuda.so & libcuptiso MY
WETT
m HIP 75704 IC1& ROCM* O libamdhip64.so VMM E T

CUDA* &fzlE ROCm* M1V A b—)L& RIBHMBEVIICERES N,
LD_LIBRARY_PATH W EEDSATSU—ZRH TEDIEMaiEL TL\EH
LTS

4. SYCL DEVICE FILTER ZE/zl% SYCL DEVICE ALLOWLIST 72EDT /N1 R
T4 —BIE TR EIN TN EERLET
(SYCL_DEVICE FILTER W\3&ESNTL\DE sycl-ls [FEEEZRRLETD),



rSTINYa—F1V T BHORIEE (4)
1)\ > —-IT5—:“cannot find libdevice (libdevice B EDH\DFXHA)"

CUDA* SDK T T7A )L EODAIEICA YV A E—)LSHLTULVRNE  clang++ DY
SOK ZMRHETES . IV/AILRICCOIS—DNHEET S ENHOET

clang-16: error: cannot find libdevice for sm_50; provide path to different CUDA installation via
'--cuda-path’, or pass '-nocudalib' to build without linking with libdevice

COBREERT BICIE, --cuda-path #7232 T CUDA* SDK D1V A +— )L I\ AZEIBELET



SN =1V EBEHDORRE (5)
OV I\1 5 —MI5—: “needs target feature (Y—2 v FOEENNETY)"

DPC++ S5 ATHERAIND—EBD nvptx EJL A IE OV /I IVICER/INROGTEMEEERLET
JO0SLhMERTAEI M VICHUTRIRETBHEZY —T v RICLTWLWRWEE (3> /(1 L5 #
-Xsycl-target-backend --cuda-gpu-arch=sm_xx Z#R) JXOIS—hRESNET

error: ' builtin name' needs target feature (sm 70|sm 72|..), ...

n COFODBIT—%EETBICIFE, TRt BMeE=RH DT /\1 Ry —T v L TaV )/«
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ST a—51 T EBEHIOMIRE (6)
Linking Error with nvvm-reflect-ftz (nvvm-reflect-ftz EMOU > O TS5 —)

IRE DPC++ M/\TICED CUDA* 7S04 —T v CTBE FTZ #BRIICTEERA
F/= FTZ |£ -ffast-math ¥ -Ofast IC &> TCENICFDIEENHNET
_DIEE RDEDIFITT—NREELEFT

error: linking module flags 'nvvm-reflect-ftz': IDs have conflicting override values
in "/tmp/lit-tmp-045kklhl/clang++-b050f4/1ibsycl-crt-ad42c8l.cubin' and 'llvm-link'
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DU N—btZEBSLTERNII—-REERmL EBYICHR—FaNdEDICL, TBIRYR—K,T
EEREEICTUTEDILDICLET

m SFSEMICIE, oneAPI DPC++ 5175 U— (oneDPL) 72E D oneAPl 54 75 ) —THEHN
S—DI\N—FR Iz 7EHR— L NVIDIA* ¥ AMD* J\— RO 7Z=F AT IHFEN SYCL*
ICY— AL RICBITTEBDLDICTHIELIEVWEERITLVET

52



sEEH
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m X—5hk oneAPI for AMD* GPU 2023.0.0 1 R
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m OneAPIDPC++ OV )\A S5 =5 VFM T —F T IOFv—D:XET (FREE)



https://www.isus.jp/products/oneapi/oneapi-for-nvidia-gpu-get-started/
https://www.isus.jp/products/oneapi/oneapi-for-amd-gpu-get-started/
https://www.isus.jp/products/oneapi/bringing-nvidia-and-amd-support-to-oneapi/
https://www.isus.jp/others/get-started-with-oneapi-dpc/
https://www.isus.jp/products/oneapi/oneapi-gpu-optimization-guide-released/
https://github.com/intel/llvm/blob/sycl/sycl/doc/design/CompilerAndRuntimeDesign.md
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INTEL VTUNE PROFILER

B} GPU Offload ~ +

Explore code execution on various CPU and GPU cores on your
platform, estimate how your code benefits from offloading to the GPU,
and identify whether your application is CPU or GPU bound. Learn more

@ Processor Graphics analysis is only available on systems with Intel
Graphics and Intel Graphics Driver installed.
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